The Interface Message Processor

10 D W DAVIES
The principles of a data communication network for computers and remote peripherals
Proceedings of IFIP Hardware Paper D11 1968

11 D W DAVIES
Communications networks to serve rapid-response computers
Proceedings of IFIP Edinburgh 1968

12 EIN software catalogue
EDUCOM 100 Charles River Park Boston (Regularly updated)

13 R R EVERETT C A ZRAKET H D BENINGTON
Sage—a data processing system for air defense
Proceedings of EJCC 1957

14 Policies and regulatory procedures relating to computer and communication services
Notice of Inquiry Docket No 16979 Washington D C 1966
Federal Communications Commission

15 L R FORD JR D R FULKERSON
Flows in networks
Princeton University Press 1962

16 H FRANK I T FRISCH W CHOU
Topological considerations in the design of the ARPA computer network
Proceedings of AFIPS SJCC 1967

17 R T JAMES
The evolution of wideband services
IEEE International Convention Record Part I Wire and Data Communication 1966

18 S J KAPLAN
The advancing communication technology and computer communication systems
Proceedings of AFIPS SJCC Vol 32 1965

19 L KLEINROCK
Communications nets—stochastic message flow and delay
McGraw-Hill Book Co Inc New York 1964

20 L KLEINROCK
Models for computer networks
Proceedings of International Communications Conference June 1969

21 L KLEINROCK
Optimization of computer networks for various channel cost functions
Proceedings of AFIPS SJCC 1970 In this issue

22 T MARILL
Cooperative networks of time-shared computers
Computer Corporation of America Preliminary Study 1966

23 T MARILL L G ROBERTS
Toward a cooperative network of time-shared computers
Proceedings of AFIPS EJCC 1966

24 Biomedical communications network-technical development Plan
National Library of Medicine June 1968

25 Networks of computers symposium NOC-68
Proceedings of Invitational Workshop Ft Meade Maryland National Security Agency September 1969

26 Networks of computers symposium NOC-69
Proceedings of Invitational Workshop Ft Meade Maryland (in press) National Security Agency

27 M N PERRY W R PLUGGE
American Airlines 'Sabre' electronic reservations system
Proceedings of AFIPS WJCC 1961

28 L G ROBERTS
Multiple computer networks and intercomputer communication ACM Symposium on Operating System Principles 1967

29 L G ROBERTS
Access control and file directories in computer networks
IEEE International Convention March 1968

30 L G ROBERTS
Resource sharing computer networks
IEEE International Conference March 1969

31 L G ROBERTS B D WESSLER
Computer network development to achieve resource sharing
Proceedings of AFIPS SJCC 1970 In this issue

32 R A SCANTLEBURY P T WILKINSON K A BARTLETT
The design of a message switching centre for a digital communication network D26 Proceedings of IFIP Hardware Edinburgh 1968

33 K STEIGLITZ P WEINER D J KLEITMAN
The design of minimum cost survivable networks
IEEE Transactions on Circuit Theory Vol CT-16 November 1969

34 R SUNG J B WOODFORD
Study of communication links for the biomedical communication network Aerospace Report No ATR-69 (7130-06)-1 1969

35 W TEITELMAN R E KAHN
A network simulation and display program
Proceedings of 3rd Annual Princeton Conference on Information Sciences and Systems March 1969

From the collection of the Computer History Museum (www.computerhistory.org)
Analytic and simulation methods in computer network design*

by LEONARD KLEINROCK

University of California
Los Angeles, California

INTRODUCTION

The Seventies are here and so are computer networks! The time sharing industry dominated the Sixties and it appears that computer networks will play a similar role in the Seventies. The need has now arisen for many of these time-shared systems to share each others' resources by coupling them together over a communication network thereby creating a computer network. The mini-computer will serve an important role here as the sophisticated terminal as well as, perhaps, the message switching computer in our networks.

It is fair to say that the computer industry (as is true of most other large industries in their early development) has been guilty of "leaping before looking"; on the other hand "losses due to hesitation" are not especially prevalent in this industry. In any case, it is clear that much is to be gained by an appropriate mathematical analysis of performance and cost measures for these large systems, and that these analyses should most profitably be undertaken before major design commitments are made. This paper attempts to move in the direction of providing some tools for and insight into the design of computer networks through mathematical modeling, analysis and simulation. Frank et al., describe tools for obtaining low cost networks by choosing among topologies using computationally efficient methods from network flow theory; our approach complements theirs in that we look for closed analytic expressions where possible. Our intent is to provide understanding of the behavior and trade-offs available in some computer network situations thus creating a qualitative tool for choosing design options and not a numerical tool for choosing precise design parameters.

* This work was supported by the Advanced Research Projects Agency of the Department of Defense (DAHC15-69-C-0285).

THE ARPA EXPERIMENTAL COMPUTER NETWORK—AN EXAMPLE

The particular network which we shall use for purposes of example (and with which we are most familiar) is the Defense Department's Advanced Research Projects Agency (ARPA) experimental computer network. The concepts basic to this network were clearly stated in Reference 11 by L. Roberts of the Advanced Research Projects Agency, who originally conceived this system. Reference 6, which appears in these proceedings, provides a description of the historical development as well as the structural organization and implementation of the ARPA network. We choose to review some of that description below in order to provide the reader with the motivation and understanding necessary for maintaining a certain degree of self containment in this paper.

As might be expected, the design specifications and configuration of the ARPA network have changed many times since its inception in 1967. In June, 1969, this author published a paper* in which a particular network configuration was described and for which certain analytical models were constructed and studied. That network consisted of nineteen nodes in the continental United States. Since then this number has changed and the identity of the nodes has changed and the topology has changed, and so on. The paper by Frank et al., published in these proceedings, describes the behavior and topological design of one of these newer versions. However, in order to be consistent with our earlier results, and since the ARPA example is intended as an illustration of an approach rather than a precise design computation, we choose to continue to study and therefore to describe the original nineteen node network in this paper.

The network provides store-and-forward communication paths between the set of nineteen computer re-
Figure I—Configuration of the ARPA network in Spring 1969

search centers. The computers located at the various nodes are drawn from a variety of manufacturers and are highly incompatible both in hardware and software; this in fact presents the challenge of the network experiment, namely, to provide effective communication among and utilization of this collection of incompatible machines. The purpose is fundamentally for resource sharing where the resources themselves are highly specialized and take the form of unique hardware, programs, data bases, and human talent. For example, Stanford Research Institute will serve the function of network librarian as well as provide an efficient text editing system; the University of Utah provides efficient algorithms for the manipulation of figures and for picture processing; the University of Illinois will provide through its ILLIAC IV the power of its fantastic parallel processing capability; UCLA will serve as network measurement center and also provide mathematical models and simulation capability for network and time-shared system studies.

The example set of nineteen nodes is shown in Figure 1. The traffic matrix which describes the message flow required between various pairs of nodes is given in Reference 8 and will not be repeated here. An underlying constraint placed upon the construction of this network was that network operating procedures would not interfere in any significant way with the operation of the already existing facilities which were to be connected together through this network. Consequently, the message handling tasks (relay, acknowledgment, routing, buffering, etc.) are carried out in a special purpose Interface Message Processor (IMP) co-located with the principal computer (denoted HOST computer) at each of the computer research centers. The communication channels are (in most cases) 50 kilobit per second full duplex telephone lines and only the IMPS are connected to these lines through data sets.

Thus the communication net consists of the lines, the IMPS and the data sets and serves as the store-and-forward system for the HOST computer network. Messages which flow between HOSTs are broken up into small entities referred to as packets (each of maximum size of approximately 1000 bits). The IMP accepts up to eight of these packets to create a maximum size message from the HOST. The packets make their way individually through the IMP network where the appropriate routing procedure directs the traffic flow. A positive acknowledgment is expected within a given time period for each inter-IMP packet transmission; the absence of an acknowledgment forces the transmitting IMP to repeat the transmission (perhaps over the same channel or some other alternate channel). An acknowledgment may not be returned for example, in the case of detected errors or for lack of buffer space in the receiving IMP. We estimate the average packet size to be 500 bits; the acknowledgment length is assumed to be 140 bits. Thus, if we assume that each packet transmitted over a channel causes the generation of a positive acknowledgment packet (the usual case, hopefully), then the average packet transmission over a line is of size 350 bits. Much of the short interactive traffic is of this nature. We also anticipate message traffic of much longer duration and we refer to this as multi-packet traffic. The average input data rate to the entire net is assumed to be 225 kilobits per second and again the reader is referred to Reference 8 for further details of this traffic distribution.

So much for the description of the ARPA network. Protocol and operating procedures for the ARPA computer network are described in References 1 and 6 in these proceedings in much greater detail. The history, development, motivation and cost of this network is described by its originator in Reference 12. Let us now proceed to the mathematical modeling, analysis and simulation of such networks.

ANALYTIC AND SIMULATION METHODS

The mathematical tools for computer network design are currently in the early stages of development. In many ways we are still at the stage of attempting to create computer network models which contain enough salient features of the network so that behavior of such networks may be predicted from the model behavior.

In this section we begin with the problem of analysis for a given network structure. First we review the author's earlier analytic model of communication networks and then proceed to identify those features which distinguish computer networks from strict communica-
tion networks. Some previously published results on computer networks are reviewed and then new improvements on these results are presented.

We then consider the synthesis and optimization question for networks. We proceed by first discussing the nature of the channel cost function as available under present tariff and charging structures. We consider a number of different cost functions which attempt to approximate the true data and derive relationships for optimizing the selection of channel capacities under these various cost functions. Comparisons among the optimal solutions are then made for the ARPA network.

Finally in this section we consider the operating rules for computer networks. We present the results of simulation for the ARPA network regarding certain aspects of the routing procedure which provide improvements in performance.

**A model from queueing theory—Analysis**

In a recent work this author presented some computer network models which were derived from his earlier research on communication networks. An attempt was made at that time to incorporate many of the salient features of the ARPA network described above into this computer network model. It was pointed out that computer networks differ from communication networks as studied in Reference 7 in at least the following features: (a) nodal storage capacity is finite and may be expected to fill occasionally; (b) channel and modem errors occur and cause retransmission; (c) acknowledgment messages increase the message traffic rates; (d) messages from HOST A to HOST B typically create return traffic (after some delay) from B to A; (e) nodal delays become important and comparable to channel transmission delays; (f) channel cost functions are more complex. We intend to include some of these features in our model below.

The model proposed for computer networks is drawn from our communication network experience and includes the following assumptions. We assume that the message arrivals form a Poisson process with average rates taken from a given traffic matrix (such as in Reference 8), where the message lengths are exponentially distributed with a mean $1/\mu$ of 350 bits (note that we are only accounting for short messages and neglecting the multi-packet traffic in this model). As discussed at length in Reference 7, we also make the independence assumption which allows a very simple node by node analysis. We further assume that a fixed routing procedure exists (that is, a unique allowable path exists from origin to destination for each origin-destination pair).

From the above assumptions one may calculate the average delay $T_i$ due to waiting for and transmitting over the $i$th channel from Equation (1),

$$T_i = \frac{1}{\mu C_i - \lambda_i}$$

where $\lambda_i$ is the average number of messages per second flowing over channel $i$ (whose capacity is $C_i$ bits per second). This was the appropriate expression for the average channel delay in the study of communication nets and in that study we chose as our major performance measure the message delay $T$ averaged over the entire network as calculated from

$$T = \sum_i \frac{\lambda_i}{\gamma} T_i$$

where $\gamma$ equals the total input data rate. Note that the average on $T_i$ is formed by weighting the delay on channel $C_i$ with the traffic, $\lambda_i$, carried on that channel. In the study of communication nets this last equation provided an excellent means for calculating the average message delay. That study went on to optimize the selection of channel capacity throughout the network under the constraint of a fixed cost which was assumed to be linear with capacity; we elaborate upon this cost function later in this section.

The computer network models studied in Reference 8 also made use of Equation (1) for the calculation of the channel delays (including queueing) where parameter choices were $1/\mu = 350$ bits, $C_i = 50$ kilobits and $\lambda_i =$ average message rate on channel $i$ (as determined from the traffic matrix, the routing procedure, and accounting for the effect of acknowledgment traffic as mentioned in feature (c) above). In order to account for feature (c) above, the performance measure (taken as the average message delay $T$) was calculated from

$$T = \sum_i \frac{\lambda_i}{\gamma} (T_i + 10^{-3})$$

where again $\gamma = total input data rate and the term $10^{-3} = 1$ millisecond (nominal) is included to account for the assumed (fixed) nodal processing time. The result of this calculation for the ARPA network shown in Figure 1 may be found in Reference 8.

The computer network model described above is essentially the one used for calculating delays in the topological studies reported upon by Frank, et al., in these proceedings.

A number of simulation experiments have been carried out using a rather detailed description of the ARPA network and its operating procedure. Some of
Figure 2—Comparison between theory and simulation for the ARPA network

these results were reported upon in Reference 8 and a comparison was made there between the theoretical results obtained from Equation (3) and the simulation results. This comparison is reproduced in Figure 2 where the lowest curve corresponds to the results of Equation (3). Clearly the comparison between simulation and theory is only mildly satisfactory. As pointed out in Reference 8, the discrepancy is due to the fact that the acknowledgment traffic has been improperly included in Equation (3). An attempt was made in Reference 8 to properly account for the acknowledgment traffic; however, this adjustment was unsatisfactory. The problem is that the average message length has been taken to be 350 bits and this length has averaged the traffic due to acknowledgment messages along with traffic due to real messages. These acknowledgments should not be included among those messages whose average system delay is being calculated and yet acknowledgment traffic must be included to properly account for the true loading effect in the network. In fact, the appropriate way to include this effect is to recognize that the time spent waiting for a channel is dependent upon the total traffic (including acknowledgments) whereas the time spent in transmission over a channel should be proportional to the message length of the real message traffic. Moreover, our theoretical equations have accounted only for transmission delays which come about due to the finite rate at which bits may be fed into the channel (i.e., 50 kilobits per second); we are required however to include also the propagation time for a bit to travel down the length of the channel. Lastly, an additional one millisecond delay is included in the final destination node in order to deliver the message to the destination HOST. These additional effects give rise to the following expression for the average message delay $T$.

$$T = \sum \frac{\lambda_i}{\gamma} \left( \frac{1}{\mu'C_i} + \frac{\lambda_i}{\mu'C_i} + PL_i + 10^{-3} \right) + 10^{-3}$$

where $1/\mu' = 560$ bits (a real message's average length) and $PL_i$ is the propagation delay (dependent on the channel length, $L_i$) for the $i$th channel. The first term in parentheses is the average transmission time and the second term is the average waiting time. The result of this calculation for the ARPA network gives us the curve in Figure 2 labeled "theory with correct acknowledge adjustment and propagation delays." The correspondence now between simulation and theory is unbelievably good and we are encouraged that this approach appears to be a suitable one for the prediction of computer network performance for the assumptions made here. In fact, one can go further and include the effect on message delay of the priority given to acknowledgment traffic in the ARPA network; if one includes this effect, one obtains another excellent fit to the simulation data labeled in Figure 2 as "theory corrected and with priorities."

As discussed in Reference 8 one may generalize the model considered herein to account for more general message length distributions by making use of the Pollaczek-Khinchin formula for the delay $T_i$ of a

| TABLE 1—Publicly Available Leased Transmission Line Costs from Reference 3 |
|-----------------|-----------------|
| **Speed** | **Cost/mile/month (normalized to 1000 mile distance)** |
| 45 bps | $ .70 |
| 56 bps | $.70 |
| 75 bps | .77 |
| 2400 bps | 1.79 |
| 41 KB | 15.00 |
| 82 KB | 20.00 |
| 230 KB | 28.00 |
| 1 MB | 60.00 |
| 12 MB | 287.50 |

From the collection of the Computer History Museum (www.computerhistory.org)
channel with capacity $C_i$, where the message lengths have mean $1/\mu$ bits with variance $\sigma^2$, where $\lambda_i$ is the average message traffic rate and $\rho_i = \lambda_i/\mu C_i$ which states

$$T_i = \frac{1}{\mu C_i} + \rho_i(1 + \mu^2 \sigma^2) / 2(\mu C_i - \lambda_i)$$

(5)

This expression would replace the first two terms in the parenthetical expression of Equation (4); of course by relaxing the assumption of an exponential distribution we remove the simplicity provided by the Markovian property of the traffic flow. This approach, however, should provide a better approximation to the true behavior when required.

Having briefly considered the problem of analyzing computer networks with regard to a single performance measure (average message delay), we now move on to the consideration of synthesis questions. This investigation immediately leads into optimal synthesis procedures.

**Optimization for various channel cost functions—Synthesis**

We are concerned here with the optimization of the channel capacity assignment under various assumptions regarding the cost of these channels. This optimization must be made under the constraint of fixed cost. Our problem statement then becomes:*  

Select the $\{ C_i \}$ so as to minimize $T$

subject to a fixed cost constraint

(6)

where, for simplicity, we use the expression in Equation (2) to define $T$.

We are now faced with choosing an appropriate cost function for the system of channels. We assume that the total cost of the network is contained in these channel costs where we certainly permit fixed termination charges, for example, to be included. In order to get a feeling for the correct form for the cost function let us examine some available data. From Reference 3 we have available the costing data which we present in Table 1. From a schedule of costs for leased communication lines available at Telpak rates we have the data presented in Table 2.

We have plotted these functions in Figure 3. We

*These costs are, in some cases, first estimates and are not to be considered as quoted rates.

must now attempt to find an analytic function which fits cost functions of this sort. Clearly that analytic function will depend upon the rate schedule available to the computer network designer and user. Many analytic fits to this function have been proposed and in particular in Reference 3 a fit is proposed of the form:

$$\text{Cost of line} = 0.1C_i^{0.44} \text{$/mile/month}$$

(7)

Based upon rates available for private line channels, Mastromonaco arrives at the following fit for line costs where he has normalized to a distance of 50 miles (rather than 1000 miles in Equation (7))

$$\text{Cost of line} = 1.08C_i^{0.314} \text{$/mile/month}$$

(8)

Referring now to Figure 3 we see that the mileage

\begin{table}
<table>
<thead>
<tr>
<th>Speed (termination + mileage)</th>
<th>Cost (normalized to 1000 mile distance)</th>
<th>Cost/mile/month</th>
</tr>
</thead>
<tbody>
<tr>
<td>150 bps</td>
<td>$77.50 +$ .12/mile</td>
<td>$.20</td>
</tr>
<tr>
<td>2400 bps</td>
<td>$232 +$ .35/mile</td>
<td>$.58</td>
</tr>
<tr>
<td>7200 bps</td>
<td>810 +$ .35/mile</td>
<td>1.16</td>
</tr>
<tr>
<td>19.2 KB</td>
<td>850 + 2.10/mile</td>
<td>2.95</td>
</tr>
<tr>
<td>50 KB</td>
<td>850 + 4.20/mile</td>
<td>5.05</td>
</tr>
<tr>
<td>108 KB</td>
<td>2400 + 4.20/mile</td>
<td>6.60</td>
</tr>
<tr>
<td>230.4 KB</td>
<td>1300 + 21.00/mile</td>
<td>22.30</td>
</tr>
<tr>
<td>460.8 KB</td>
<td>1300 + 60.00/mile</td>
<td>61.30</td>
</tr>
<tr>
<td>1.344 MB</td>
<td>500 + 75.00/mile</td>
<td>80.00</td>
</tr>
<tr>
<td></td>
<td></td>
<td></td>
</tr>
</tbody>
</table>

\end{table}

\begin{figure}
Figure 3—Scanty data on transmission line costs: $$/mile/month normalized to 1000 mile distance.

---

*The dual to this optimization problem may also be considered: "Select the $\{ C_i \}$ so as to minimize cost, subject to a fixed message delay constraint." The solution to this dual problem gives the optimum $C_i$ with the same functional dependence on $\lambda_i$ as one obtains for the original optimization problem.
costs from Table 2 rise as a fractional exponent of capacity (in fact with an exponent of .815) suggesting the cost function shown in Equation (9) below

\[ \text{Cost of line} = AC_i^{0.815} \text{ \$/mile/month} \quad (9) \]

These last three equations give the dollar cost per mile per month where the capacity \( C_i \) is given in bits per second. It is interesting to note that all three functions are of the form

\[ \text{Cost of line} = AC_i^\alpha \text{ \$/mile/month} \quad (10) \]

It is clear from these simple considerations that the cost function appropriate for a particular application depends upon that application and therefore it is difficult to establish a unique cost function for all situations. Consequently, we satisfy ourselves below by considering a number of possible cost functions and study optimization conditions and results which follow from those cost functions. The designer may then choose from among these to match his given tariff schedule. These cost functions will form the fixed cost constraint in Equation (6). Let us now consider the collection of cost functions, and the related optimization questions.

1. **Linear cost function.** We begin with this case since the analysis already exists in the author’s Reference 7, where the assumed cost constraint took the form

\[ D = \sum_i d_i C_i \quad (11) \]

where \( D = \) total number of dollars available to spend on channels, \( d_i = \) the dollar cost per unit of capacity on the \( i \)th channel, and \( C_i \) once again is the capacity of the \( i \)th channel. Clearly Equation (11) is of the same form as Equation (10) with \( \alpha = 1 \) where we now consider the cost of all channels in the system as having a linear form. This cost function assumes that cost is strictly linear with respect to capacity; of course this same cost function allows the assumption of a constant (for example, termination charges) plus a linear cost function of capacity. This constant (termination charge) for each channel may be subtracted out of total cost, \( D_i \), to create an equivalent problem of the form given in Equation (11). The constant, \( d_a \), allows one to account for the length of the channel since \( d_i \) may clearly be proportional to the length of the channel as well as anything else regarding the particular channel involved such as, for example, the terrain over which the channel must be placed. As was done in Reference 7, one may carry out the minimization given by Equation (6) using, for example, the method of Lagrangian undetermined multipliers.\(^6\) This procedure yields the following equation for the capacity

\[ C_i = \frac{\lambda_i}{\mu} + \left( D_i \right) \frac{\lambda_i}{\mu} \sum \sqrt{\lambda_j d_j} \quad (12) \]

where

\[ D_i = D - \sum \lambda_i d_i > 0 \quad (13) \]

When we substitute this result back into Equation (2) we obtain that the performance measure for such a channel capacity assignment is

\[ \bar{n} \left( \sum \sqrt{\lambda_i d_i / \lambda} \right)^2 \]

\[ T = \frac{\mu D_i}{\lambda D_i} \quad (14) \]

where

\[ \bar{n} = \frac{\sum \lambda_i}{\gamma} \quad \equiv \frac{\lambda}{\gamma} = \text{average path length} \quad (15) \]

The resulting Equation (12) is referred to as the square root channel capacity assignment; this particular assignment first provides to each channel a capacity equal to \( \lambda_i / \mu \) which is merely the average bit rate which must pass over that channel. It was shown in Reference 8 that cost functions having the above form can be provided if the channel is to carry such traffic. In addition, surplus capacity (due to excess dollars, \( D_i \)) is assigned to this channel in proportion to the square root of the traffic carried, hence the name. In Reference 7 the author studied in great detail the particular case for which \( d_i = 1 \) (the case for which all channels cost the same regardless of length) and considerable information regarding topological design and routing procedures was thereby obtained. However, in the case of the ARPA network a more reasonable choice for \( d_i \) is that it should be proportional to the length \( L_i \) of the \( i \)th channel as indicated in Equation (10) (for \( \alpha = 1 \)) which gives the per mileage cost; thus we may take \( d_i = \lambda L_i \). This second case was considered in Reference 8 and also in Reference 9. The interpretation for these two cases regarding the desirability of concentrating traffic into a few large and short channels as well as minimizing the average length of lines traversed by a message was well discussed and will not be repeated here.

We observe in the ARPA network example since the channel capacities are fixed at 50 kilobits that there is no freedom left to optimize the choice of channel capacities; however it was shown in Reference 8 that one could take advantage of the optimization procedure in the following way: The total cost of the network
using 50 kilobit channels may be calculated. One may then optimize the network (in the sense of minimizing $T$) by allowing the channel capacities to vary while maintaining the cost fixed at this figure. The result of such optimization will provide a set of channel capacities which vary considerably from the fixed capacity network. It was shown in Reference 8 that one could improve the performance of the network in an efficient way by allowing that channel which required the largest capacity as a result of optimization to be increased from 50 kilobits in the fixed net to 250 kilobits. This of course increases the cost of the system. One may then provide a 250 kilobit channel for the second “most needy” channel from the optimization, increasing the cost further. One may then continue this procedure of increasing the needy channels to 250 kilobits while increasing the cost of the network and observe the way in which message delay decreases as system cost increases. It was found that natural stopping points for this procedure existed at which the cost increased rapidly without a similar sharp decrease in message delay thereby providing some handle on the cost-performance trade-off.

Since we are more interested in the difference between results obtained when one varies the cost function in more significant ways, we now study additional cost functions.

2. Logarithmic cost functions. The next case of interest assumes a cost function of the form

$$D = \sum_i d_i \log_e \alpha C_i$$

where $D$ again is the total dollar cost provided for constructing the network, $d_i$ is a coefficient of cost which may depend upon length of channel, $\alpha$ is an appropriate multiplier and $C_i$ is the capacity of the $i$th channel. We consider this cost function for two reasons: first, because it has the property that the incremental cost per bit decreases as the channel size increases; and secondly, because it leads to simple theoretical results. We now solve the minimization problem expressed in Equation (6) where the fixed cost constraint is now given through Equation (16). We obtain the following equation for the capacity of the $i$th channel

$$C_i = \frac{\lambda_i}{\mu} \left[ 1 + \frac{1}{2\gamma \beta d_i} + \left( \frac{1}{\gamma \beta d_i} + \frac{1}{2\gamma \beta d_i} \right)^{\frac{1}{3}} \right]$$

In this solution the Lagrangian multiplier $\beta$ must be adjusted so that Equation (16) is satisfied when $C_i$ is substituted in from Equation (17). Note the unusual simplicity for the solution of $C_i$, namely that the channel capacity for the $i$th channel is directly proportional to the traffic carried by that channel, $\lambda_i/\mu$. Contrast this result with the result in Equation (12) where we had a square root channel capacity assignment. If we now take the simple result given in Equation (17) and use it in Equation (2) to find the performance measure $T$ we obtain

$$T = \sum_i \left\{ \frac{1}{2 \beta} + \left[ \frac{\gamma}{\beta} + \left( \frac{1}{2 \beta} \right)^{\frac{1}{3}} \right] \right\}^{-1}$$

In this last result the performance measure depends upon the particular distribution of the internal traffic $\{\lambda_i/\mu\}$ through the constant $\beta$ which is adjusted as described above.

3. The power law cost function. As we saw in Equations (7), (8), and (9) it appears that many of the existing tariffs may be approximated by a cost function of the form given in Equation (19) below.

$$D = \sum_i d_i C_i^\alpha$$

where $\alpha$ is some appropriate exponent of the capacity and $d_i$ is an arbitrary multiplier which may of course depend upon the length of the channel and other pertinent channel parameters. Applying the Lagrangian again with an undetermined multiplier $\beta$ we obtain as our condition for an optimal channel capacity the following non-linear equation:

$$\frac{\lambda_i}{\mu} - C_i^{(1-\alpha)/\alpha} g_i = 0$$

where

$$g_i = \left( \frac{\lambda_i}{\mu \gamma \beta d_i} \right)^{1/\alpha}$$

Once again, $\beta$ must be adjusted so as to satisfy the constraint Equation (19).

It can be shown that the left hand side of Equation (20) represents a convex function and that it has a unique solution for some positive value $C_i$. We assume that $\alpha$ is in the range

$$0 \leq \alpha \leq 1$$

as suggested from the data in Figure 3. We may also show that the location of the solution to Equation (20) is not especially sensitive to the parameter settings. Therefore, it is possible to use any efficient iterative technique for solving Equation (20) and we have found that such techniques converge quite rapidly to the optimal solution.

4. Comparison of solutions for various cost functions. In the last three subsections we have considered three different cost functions: the linear cost function; the logarithmic cost function; and the power law cost function. Of course we see immediately that the linear
The cost function is a special case $a = 1$ of the power law cost function. We wish now to compare the performance and cost of computer networks under these various cost functions. We use for our example the ARPA computer network as described above.

It is not obvious how one should proceed in making this comparison. However, we adopt the following approach in an attempt to make some meaningful comparisons. We consider the ARPA network at a traffic load of 100% of the full data rate, namely 225 kilobits per second (denoted by $\gamma_0$). For the 50 kilobit net shown in Figure 1 we may calculate the line costs from Table 2 (eliminating the termination charges since we recognize this causes no essential change in our optimization procedures, as mentioned above); the resultant network cost is approximately $579,000 per year (which we denote by $D_0$). For the 50 kilobit net shown in Figure 1 we may calculate the line costs from Table 2 (eliminating the termination charges since we recognize this causes no essential change in our optimization procedures, as mentioned above); the resultant network cost is approximately $579,000 per year (which we denote by $D_0$). Using this $\gamma_0$ and $D_0$ (as well as the other given input parameters) we may then carry out the optimization indicated in Equation (6) for the case of a linear cost function where $d_i = AL_i$ and $A$ is immediately found from the mileage cost in Table 2. This calculation results in an average message delay $T_0$ (calculated from Equation (14)) whose value is approximately 24 milliseconds. We have now established an "operating point" for the three quantities $\gamma_0$, $D_0$, and $T_0$, whose values are 100% of full data rate, $579,000$, and 24 milliseconds, respectively.

We may now examine all of our other cost functions by forcing them to pass through this operating point. We assume $d_i = AL_i$ throughout for these calculations. Also we choose $\alpha = 1$ for the logarithmic case in Equation (16). (Note for the logarithmic and power law cases that two unknown constants, $\beta$ and $A$, must be determined; this is now easily done if we set $T = T_0$ and $D = D_0$ for $\gamma = \gamma_0$ in each of these two cases independently.) In particular now we wish to examine the behavior of the network under these various cost functions. We do this first by fixing the cost of the network at $D = D_0$ and plotting $T$, the average time delay, as we vary the percentage of full data rate applied to the network; this performance is given in Figure 4 where we show the system behavior for the power law cost function and the linear cost function. The result is striking! We see that the variation in average message delay is almost insignificant as $\alpha$ passes through the range from 0.3 to 1.0. It appears then that the very important power law cost function may be analyzed using a linear cost function when one is interested in evaluating the average time delay at fixed cost.

We also consider the variation of the network cost $D$ as a function of data rate at fixed average message delay, namely $T = T_0 = 24$ milliseconds. This performance is shown in Figure 5 for all three cost functions. We note here that the linear cost function is only a fair approximation to the power law cost function over the range of $\alpha$ shown; the logarithmic cost function is also shown and behaves very much like the linear cost function for data rates above $\gamma_0$ but departs from that behavior for data rates below $\gamma_0$. It can be shown that the network cost, $D$, at fixed $T = T_0$ for the case $\alpha = 1$ (linear cost function) varies as a constant plus a linear dependence on $\gamma$. It is also of interest to cross plot the average time delay $T$ with the network cost.

Figure 4—Average message delay at fixed cost as a function of data rate for the power law and linear cost functions

Figure 5—Network cost at fixed average message delay as a function of data rate

* The logarithm cost function is not shown in Figure 4 since the time delay is extremely sensitive to the data rate and bears little resemblance to the power law case.
D. This we do in Figure 6 for the class of power law cost functions. In Figures 6a and 6b we obtain points along the vertical and horizontal axes corresponding to fixed delay and fixed cost, respectively. These loci are obtained by varying \( \gamma \) and we connect the points for equal \( \gamma \) with straight lines as shown in the figure (however, we in no way imply that the system passes along these straight lines as both \( T \) and \( D \) are allowed to vary simultaneously). We note the increased range of \( D \) as \( \alpha \) varies from 0.3 to 1.0, but very little change in the range of \( T \). In Figure 6c we collect together the behavior in this plane for many values of \( \alpha \) where the lines labeled with a particular value of \( \alpha \) correspond to the 50\% data rate case in the lower left-hand portion of the figure and to the 130\% data rate case in the upper right-hand portion of the figure. From Figure 6c we clearly observe that for fixed cost the time delay range varies insignificantly as \( \alpha \) changes (as we emphasized in discussing Figure 4). Similarly, we observe the moderate variation at fixed time delay of network cost as \( \alpha \) ranges through its values (this we saw clearly in Figure 5).

These studies of network optimization for various cost functions need further investigation. Our aim in this section has been to exhibit some of the performance characteristics under these cost functions and to compare them in some meaningful way.

Simulated routing in the ARPA network—Operating procedure

We have examined analysis and synthesis procedures for computer networks above. We now proceed to exhibit some properties of the network operating procedure, in particular, the message routing procedure.

The ARPA network uses a routing procedure which is local in nature as opposed to global. Some details of this procedure are available in Reference 6 in these proceedings and we wish to comment on the method used for updating the routing tables. For purposes of routing, each node maintains a list which contains for each destination an estimate of the delay a message would encounter in attempting to reach that destination node were it to be sent out over a particular channel emanating from that node; the list contains an entry for each destination and each line leaving the node in which this list is contained. Every half second (approximately) each node sends to all of its immediate neighbors a list which contains its estimate of the shortest delay time to pass to each destination; this list therefore contains a number of entries which is one less than the number of nodes in the network. Upon receiving this information from one of its neighbors, the IMP adds to this list of estimated delays a measure of the current delays in passing from itself to the neighbor from whom it is receiving this list; this then provides that IMP an estimate of the minimum delay required to reach all destinations if one traveled over the line connected to that neighbor. The routing table for the IMP is then constructed by combining the lists of all of its neighbors into a set of columns and choosing as the output line for messages going to a particular destination that line for which the estimated delay over that line to that destination is minimum. What we have here described is essentially a periodic or synchronous updating method for the routing tables as currently used in the ARPA network. It has the clear advantages of providing reasonably accurate data regarding path delays as well as the important advantage of being a rather simple procedure both from an operational point of view and from an overhead point of view in terms of software costs inside the IMP program.

We suggest that a more efficient procedure in terms of routing delays is to allow asynchronous updating; by this we mean that routing information is passed from a node to its nearest neighbors only when significant enough changes occur in its own routing table to warrant such an information exchange. The definition of “significant enough” must be studied carefully.
but certainly implies the use of thresholds on the percentage change of estimated delays. When these thresholds are crossed in an IMP then routing information is transferred to that IMP’s nearest neighbors. This asynchronous mode of updating implies a large overhead for updating and it remains to be seen whether the advantages gained through this more elaborate updating method overcome the disadvantages due to software costs and cycle-stealing costs for updating. We may observe the difference in performance between synchronous and asynchronous updating through the use of simulation as shown in Figure 7. In this figure we plot the average time delay $T$ versus the average path length for messages under various routing disciplines. We observe immediately that the three points shown for asynchronous updating are significantly superior to those shown for synchronous updating. For a comparison we also show the result of a fixed routing algorithm which was computed by solving for the shortest delay path in an unloaded network; the asynchronous updating shows superior performance to the fixed routing procedure. Moreover, the synchronous updating shows inferior performance compared to this very simple fixed routing procedure if we take as our performance measure the average message delay.

It was observed that with synchronous updating it was possible for a message to get trapped temporarily in loops (i.e., traveling back and forth between the same pair of nodes). We suppressed this looping behavior for two synchronous updating procedures with different parameter settings and achieved significant improvement; nevertheless, this improved version remains inferior to those simulated systems with asynchronous updating. As mentioned above, asynchronous updating contains many virtues, but one must consider the overhead incurred for such a sophisticated updating procedure before it can be incorporated and expected to yield a net improvement in performance.

CONCLUSIONS

Our goal in this paper has been to demonstrate the importance of analytical and simulation techniques in evaluating computer networks in the early design stages. We have addressed ourselves to three areas of interest, namely the analysis of computer network performance using methods from queueing theory, the optimal synthesis problem for a variety of cost functions, and the choice of routing procedure for these networks. Our results show that it is possible to obtain exceptionally good results in the analysis phase when one considers the “small” packet traffic only. As yet, we have not undertaken the study of the multi-packet traffic behavior. In examining available data we found that the power law cost function appears to be the appropriate one for high-speed data lines. We obtained optimal channel capacity assignment procedures for this cost function as well as the logarithmic cost function and the linear cost function. A significant result issued from this study through the observation that the average message delay for the power law cost function could very closely be approximated by the average message delay through the system constrained by a linear cost function; this holds true in the case when the system cost is held fixed. For the fixed delay case we found that the variation of the system cost under a power law constraint could be represented by the cost variation for a linear cost constraint only to a limited extent.

In conjunction with pure analytical results it is extremely useful to take advantage of system simulation. This is the approach we described in studying the effect of routing procedures and comparing methods for updating these procedures. We indicated that asynchronous updating was clearly superior to synchronous updating except in the case where the overhead for asynchronous updating might be severe.

The results referred to above serve to describe the behavior of computer network systems and are useful in the early stages of system design. If one is desirous of obtaining numerical tools for choosing the precise design parameters of a system, then it is necessary to go to much more elaborate analytic models or else to resort to efficient search procedures (such as that