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Abstract

In this paper, we introduce the DIANE Service Descrip-
tion (DSD) and show how it has been used to solve the
discovery problems stated in the scenarios of the SWS-
Challenge1. We provide a consolidated description of our
approach that we presented at the first four SWS-Challenge
workshops and briefly discuss its strengths and drawbacks.

1 Introduction

The Semantic Web Services Challenge [9] has presented
a set of two problem scenarios to provide a common appli-
cation to explore the trade-offs among existing approaches
that facilitate the automation of mediation, choreography
and discovery for services using semantic annotations. In
this paper we present a consolidated description of our so-
lution to the two discovery scenarios of the challenge. It is
based on the Diane Service Description language DSD and
the DIANE middleware built around it and has been origi-
nally presented in [6, 3, 4]. In the following section we will
introduce DSD in general to lay the foundation to show how
the discovery scenario has been solved using DSD in Sec-
tion 3. In Section 4 we will evaluate our approach, outline
the directions of future work and summarize.

2 What is DSD?

At the heart of the vision of semantic web services is an
appropriate description language – and with DIANE Service
Description (DSD) [1] we provide such a language together
with an efficient matchmaking algorithm.

One main difference between DSD and other semantic
service description languages is its own lightweight ontol-
ogy language that is specialized for the characteristics of
services and can be processed efficiently at the same time.
The basis for this ontology language is standard object ori-
entation which is extended by four additional elements:

1http://sws-challenge.org/

Services perform world-altering operations (e.g., after
invoking a shipment service, a package will be transported
and a bill will be issued) which is captured by operational
elements. We view this is the most central property of a ser-
vice, thus, in DSD, services are primarily described by their
effects – all other aspects (as flow of information, choreo-
graphy etc.) are seen as secondary, derived properties. An
effect is comprehended as the achievement of a new state,
which in DSD is an instance from a state ontology.

Service providers offer more than one effect, e.g. a ship-
ment provider offers shipment to a multitude of possible
locations and for various types and sizes of packages. On
the other hand requesters typically accept different services
with different properties, e.g. a fast and expensive shipping
or an inexpensive but slower one. Both is captured in DSD
by aggregational elements. Thus, the effect of a service (re-
quest or offer) is typically a set of states. For offers, these
are the states the service can potentially create, for requests
these are the states the requester is interested in. In DSD,
sets are declaratively defined which leads to descriptions as
trees (see examples in the next section).

Services allow to choose among the offered effects (e.g.
as a matter of course all shipment providers allow to input
the package being transported and to select where to pick it
up and where to ship it) which is captured by selecting ele-
ments. In DSD, selecting elements are represented as vari-
ables that can be integrated into set definitions, thus leading
to configurable sets. Therefore, a service offer in DSD is
represented by its effects as configurable sets of states.

The appropriateness of services and their effects is vary-
ing for different requesters (e.g., in the first scenario, a more
expensive shipment provider will still be accepted, but a less
expensive one will be preferred) which is captured by valu-
ing elements. In DSD, these elements are represented by
using fuzzy sets instead of crisp ones in request descrip-
tions, thereby capturing all preferences of the requester –
the larger the fuzzy membership value the higher the pref-
erence of the requester.

For processing a semantic service description language,
an efficient matchmaking algorithm is needed. For a given
DSD offer description o and a given DSD request r, a
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matchmaker has to solve the following problem: What con-
figuration of o’s crisp effect sets is necessary to get the best
fitting subset of r’s fuzzy effect sets. Our implementation
answers this by stepping through the graphs of o and r syn-
chronously in order to calculate the matching value in [0, 1]
as well as the optimal configuration of the variables. As the
preferences are completely included in r, in contrast to ex-
isting approaches, our matcher does not need to apply any
heuristics and thus is able to operate deterministically.

In order to interact with a service, DSD assumes a simple
choreography. During matchmaking several web safe esti-
mation operations may be performed where operations of
the service are called, which provide information but do not
imply a contract between the provider and the client. After
the best match is found that service can be invoked by ex-
ecuting a single execution operation which is supposed to
produce the offered effects.

3 Solving the SWS-Challenge discovery
problems with DSD and DIANE

The SWS Challenge poses two sets of discovery prob-
lems, one related to finding a shipping provider for a given
shipping request, the other one related to purchasing of IT
hardware. At the previous SWS-Challenge workshops we
have presented the most complete solution to these prob-
lems [6, 3, 4]. Our solution including all offer and re-
quest descriptions, all additional files, an executable ver-
sion of the DIANE Middleware and a technical description
how to get the solution running can be found on the SWS-
Challenge wiki2. In this section, we describe how offers
and requests for both scenarios have been described using
DSD, particularly discuss how the composition problems of
the challenge were addressed and provide information about
the integration of service interactions into the matchmaking
process.

3.1 Offer descriptions

Figure 1 shows the offer description of the Muller ship-
ment service in an intuitive graphical notation. Muller
presents a profile (the grounding has been omitted) that of-
fers a single effect set (diagonal lines in the upper left corner
of a concept denote a DSD set). The Shipped states that
can be created by the service are characterized by the prop-
erty conditions of the set: The service collects a cargo at
a certain pickup time and ships it from fromAddress
to toAddress for a certain price within the stated
shippingTime. Thereby the following information has
been encoded in the description:

2http://sws-challenge.org/wiki/index.php/Solution Jena
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Figure 1. Excerpt from Muller’s description

• Both addresses are input variables for the two estima-
tion operations (markers ”IN,e,1/2”) as well as the
execution operation (marker ”IN,x,1”). Valid ad-
dresses must be located in the enumerated continents.

• The cargo is an input variable for the first estimation
operation as well as the execution operation and its
weight is restricted to not exceed 50 pounds.

• The pickup time frame may be provided as input
for the second estimation operation and the exe-
cution operation. As stated in Muller’s descrip-
tion, pickup time must be between 7AM and 8PM.
Pickup may be requested immediately, but at most
two working days in advance. Note that now and
nowPlusTwoWorkingDays refer to special in-
stances that internally access the system time to cap-
ture the intuitive semantic. Muller requires the length
of the pickup interval to be at least ninety min-
utes. This is a condition on a combination of dif-
ferent attributes. Such so-called multi-attribute con-
ditions can be added to the conditions property of a
ServiceProfile. If a request does not give a pre-
cise interval but, for instance, only specifies that col-
lection is impossible after or before certain times, the
matchmaker has to determine an interval that suits both
the requirements of the offer as well as the needs of the
requester. In the presence of multi attribute conditions
an optimal configuration of an offer cannot be deter-
mined locally for the attributes anymore. Currently,
our matchmaker does not guarantee globally optimized
configuration under such conditions. The current im-
plementation guarantees that any determined configu-
ration is correct, but under certain circumstances the

153153153153153



matchmaker will fail to determine an optimal or even
any valid configuration at all although such a configu-
ration exists. It is planned to address this issue in our
future work.

• The shipping price of a package can be retrieved by
calling the invokePrice operation of Muller’s webser-
vice. Thus the price is declared as an output variable of
the first estimation operation. The price will be given
in US Dollars.

• The expected shipping time of a package can be com-
puted by evaluating rules that were part of the tex-
tual service description. Muller ships in 2/3 (domes-
tic/international) business days if collected by 5pm.
Unfortunately, DSD does not support such rule based
evaluations directly. To overcome this limitation we
created auxiliary services to compute the shipping time
within an estimation operation (exactly like the ship-
ping prices). Therefore the shippingTime set is
declared as an out value of the second estimation oper-
ation (marker OUT,e,2) with corresponding inputs.

The other service’s offer descriptions of the shipping sce-
nario have been encoded in a similar fashion without prob-
lems except for one. For the other service providers direc-
tions how to compute the price of a package depending on
the delivery address and the weight and dimension of the
package had been given. As mentioned above DSD does
not support rules directly. Thus, for each service provider an
auxiliary webservice has been deployed that offers to com-
pute the price of a package given the address and the pack-
age’s size. These webservices are then used in the same way
Muller’s invokePrice operation is used.

The second scenario contains three descriptions of imag-
inary online shops that sell electronic products. A concrete
list of 19 available products is given statically in the sce-
nario description but a listing of available products by prod-
uct type (like a list of all offered notebooks) can also be
obtained by calling a specific operation at the service’s end-
points. Solutions were supposed to indicate how they would
address a more realistic situation with hundreds or thou-
sands of available products. We have solved this problem
by using dynamic offer descriptions but due to space limi-
tations refer the interested reader to [5].

3.2 Request descriptions

DSD request descriptions are built similarly to DSD of-
fer descriptions. The main difference is the option to use
fuzzy instead of crisp sets to encode preference. This fea-
ture was in particular used in the second discovery scenario.

Figure 2 shows excerpts of the description correspond-
ing to Goal C4 of the second scenario. The request asks to
buy an Apple notebook, a webcam and a notebook sleeve
with certain properties. It states a price limit for the overall

purchase but prefers better notebooks as long as that limit
is satisfied. Additionally it defines a ranking of preferences
to detail what constitutes a better product: more processor
power is most important and more RAM is more important
than a bigger harddisc.

DSD is very well suited to capture finegrained and com-
peting preferences using fuzzy sets. Preference for more
processor power, more memory, a larger harddisc and a
higher resolution of the webcam are encoded using fuzzy
direct conditions in the corresponding sets of the request de-
scription. The fuzzy direct condition ”∼==[2000,5000]
5000” in the value set of the processor speed attribute is
used to build a fuzzy set of Double values. The requested
value is 5000, but values from the range [2000, 5000] are
included fuzzily with linearly increasing degree of mem-
bership and preference. This encodes that the requester
requires the processor speed to be at least 2000 mHz and
prefers faster processors. Typically some notebooks may
have a bigger harddisc while others may have more pro-
cessor power. To rank notebooks in such a situation the
importance of each attribute must be captured. In DSD
this is done using fuzzy connecting strategies that define
how to compute the degree of match of a concept by com-
bining the match values of its property concepts. In the
Notebook set in Figure 2 you can see a formula that corre-
sponds to producer×processor3×display×memory2×
hardDisc. Thus the results from the referenced proper-
ties are not simply multiplied but the result of the memory
and processor property are squared respectively cubed.
Since all matching values are out of [0, 1], squaring or cub-
ing a result will emphasize its (reducing) influence on the
overall matching value. More information on how to en-
code user preferences using fuzzy sets can be found in [1].

3.3 Composition aspects

Besides competing request preferences and dynamic
product listings the second scenario introduces simple com-
position problems. Goals C1 through C4 require to buy
sets of different products which may need to be purchased
from different providers. In the request this can be ex-
pressed by asking for multiple effects to be provided as seen
in Figure 2 that shows the DSD description of Goal C4.
The DSD matchmaker will use a multi-phased approach to
match such requests [7]. In a first phase offers are matched
with regard to whether they are able to provide at least a
subset of the requested effects. We are thereby able to re-
duce the number of offers that need to be considered for the
expensive composition phase as much as possible. In a sec-
ond phase the composition takes place. Offers are combined
in a way that each combination (called effect coverage) pro-
vides each effect and each effect only once. Our current ap-
proach is to build all possible effect coverages on the level
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Figure 2. Excerpt from the DSD description for Goal C4 showing preferences.

of the offers but not on the level of offer configurations.
If there is one provider offering 10 suitable webcams, two
providers each offering 20 suitable different notebooks and
another provider offering 5 suitable sleeves, our algorithm
will yield 2 coverages (corresponding to the possibilities to
combine different offers) and not 1000 (corresponding to
the possiblities to combine different configurations of the
different offers). In a third phase the configurations to be
used for the different offers are determined locally for each
provider, the matchvalue for complete effect coverages is
determined and the best combination is picked.

This approach yields a great performance benefit, unfor-
tunately this comes at a price. In some goals, the different
effects (products) are correlated. Goal C4 for instance states
an overall price limit of $1750 for the complete purchase.
This can be expressed in DSD by using the multi-attribute
conditions that were also used to express conditions on the
length of pickup intervals in the shipping scenario. The
condition shown in Figure 2 reads as $priceNotebook ≤
1750 − $priceSleeve − $priceWebcam and encodes the
given requirement. Our approach of locally choosing the
configuration for each provider may miss the optimal solu-
tion in such cases. If the matchmaker picks the best note-
book for the first effect, too little money may remain to
choose a proper webcam. Backtracking would resolve this
issue but in cases where no suitable configuration exists this
results in trying all configurations whose number - in real-
ity - may easily exceed the 1000 from the example above
by orders of magnitude. [7] presents a more detailed dis-
cussion of this issue, but to find the best trade-off between
completeness and tractability in such cases remains as fu-
ture work.

Goal C2 was the only goal that we were unable to solve.

It requires a correlated composition of a notebook and a
compatible docking station. DSD is capable to express
such correlations and to correctly compose and configure
multiple offers accordingly [7]. Unfortunately, compati-
bility of docking stations and notebooks in the scenario is
given by a property of each docking station that holds a
list of the GTINs of the compatible notebooks. To ensure
whether a notebook is compatible to a docking station one
has to check whether the notebook’s GTIN is contained in
the docking stations compatibility list. Currently the DI-
ANE framework lacks sufficient support for matching of
list-based attributes to handle this case.

3.4 Service interactions

As mentionend in Section 2, DIANE supports two types
of service interactions: web-safe estimation operations exe-
cuted during the matchmaking process to gather additional
information and a final execution operation that invokes the
service’s main operation to create the desired effects. The
main task to automate both types of service interactions is to
lower ontological DSD data to create the appropriate XML
messages to be sent to the web service and to lift the re-
sponse from the syntactic XML level to the semantic DSD
level. In the DIANE approach this is done by evaluating
mapping rules that are specified in the grounding part of
a service description. A detailed discussion is beyond the
scope of this paper but can be found in [2, 3]. Here we focus
on how the evaluation of estimation operations is integrated
into the matchmaking in DIANE.

The basic idea of the DSD matchmaking algorithm [7]
is to traverse the request description tree and to match each
concept ri from the request with the corresponding concept
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oi from the offer. The matchvalue of ri and ci is thereby
built by comparing the types of the concept, applying any
direct conditions and then combining the match values re-
trieved from recursively comparing the properties (property
conditions) of ri and oi. This structured approach to match-
making allows to collect precise information about which
parts of an offer did not match with the request. In a first
run not only obviously unsuitable offers are filtered, but also
information about whether a particular estimation operation
should be executed is collected. This is the case when a
concept from an offer that is declared as estimation out vari-
able was neither a perfect match nor a definite fail using
static information alone. After the first run only the estima-
tion operations that offer information about such concepts
will be executed. In the shipping scenario for instance, dy-
namic price information will not be inquired for goals not
specifying a price limit. Similarly, when matching Goal C3
with the available offers, Weasel’s price will not be inquired
since it is already known after the first matching run that
Weasel does not ship to the United Kingdom and is unsuit-
able anyway.

4 Discussion and Summary

We have described how DSD and the DIANE middle-
ware have been used to solve all but one of the SWS-
Challenge discovery goals. In this final section we will
summarize and briefly discuss the lessons learned so far.
A complete coverage of related work is beyond the scope
of this paper. The certification results for all participants
of the SWS-Challenge can be found on the SWS-Challenge
wiki. Furthermore an in-depth comparison with the other
discovery approaches has been done in [8].

Nearly all aspects of the offers and requests could be
expressed right away in an intuitive way except for two
difficulties. In order to keep the matchmaking efficient,
DSD does not support arbitrary rules. However, rules were
needed in the first scenario to compute the price and the
expected shipping time of a package. In both cases we del-
egated the rule-based evaluation to auxiliary web services
that we integrated using estimation operation. The sec-
ond difficulty are the problems resulting from combining
generic automated offer configuration with multi attribute
conditions. Since the latter prevent local optimization, op-
timal configuration cannot be achieved efficiently anymore.
Our current solution therefore does not guarantee optimal
configuration in all cases. We plan to improve on this issue
in our future work.

In contrast to these limitations, DSD is by design par-
ticularly powerful regarding ranking and selection based on
the expression and evaluation of fine grained user prefer-
ences using fuzzy sets. Besides that, the smooth integration
of dynamic information into the matchmaking proved very

powerful. In particular the fact that DIANE allows to check
whether an information offered by an estimation operation
is useful and thereby allows to selectively execute only spe-
cific estimation operations is advantageous.

Overall, the results from the last workshops where the
DIANE approach was evaluated as the most complete dis-
covery approach are very promising and show the practical
utility of semantic service discovery with DSD and DIANE.
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[5] U. Küster and B. König-Ries. Supporting dynamics in service
descriptions - the key to automatic service usage. In Proceed-
ings of the Fifth International Conference on Service Oriented
Computing (ICSOC07), Vienna, Austria, September 2007.
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