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Abstract

Converting paper books into electronic form provides 

benefits for archiving, distribution and content reuse. 

However, directly scanned images are usually 

undesirable for electronic books, and automated content 

re-mastering is required. In this paper, we describe a 

comprehensive image processing suite consisting of three 

major components: 1) image enhancement with deskew, 

cropping, color correction, contrast enhancement and 

text sharpening, 2) compound document image 

compression, and 3) extraction of TOC (table of content) 

and linking. We built a processing pipeline that 

automatically converts a set of scanned page images into 

a high quality and highly compressed e-book in the 

popular PDF format. 

1. Introduction 

Many digital book projects are underway across the 

globe, creating millions of e-books from old paper books 

(www.archive.org, for example). However, the scanned 

images in their original form are generally unsuitable for 

electronic books. These scanned images need to be re-

mastered to provide an acceptable digital format that 

allows subsequent internet access, printing and re-

purposing. 

Image quality is crucial for the viewing and printing of 

a re-mastered e-book. We have devoted our efforts to 

several issues. Scanning is the first step of the book 

digitization process. In most cases it is desirable not to 

disassemble the books. This complicates the scanning 

process and compromises image quality. The scanning 

process often involves human labor of manual operations 

on a large amount of pages and is prone to inaccuracy of 

page placement. The scanned images often contain 

unwanted noise outside the page boundary and skewed 

pages, which increase file size and degrade the viewing 

experience.  Skew detection and auto-cropping 

techniques have been researched widely [1]. Auto-

cropping functionality is commonly found in modern 

scanners. However, most auto-cropping methods assume 

a single image and certain document content such as text 

lines. Such an auto-cropping may fail on blank pages and 

those that contain irregular pictures and illustrations, and 

certainly cannot guarantee the same size for all the pages 

of a book. We have developed an auto-cropping 

technique that utilizes the fact that all pages are of the 

same size. The page dimension is first estimated from 

multiple images and the information is then applied by 

the cropping algorithm to improve the reliability and 

guarantee the same size for all of the pages. Other 

commonly found image quality issues of the scanned 

books are faded color and poor contrast, for which we 

have applied a white-balancing algorithm and an adaptive 

contrast enhancement algorithm.  

Another critical aspect of the book re-mastering is the 

file size of an e-book.  The original amount of scanned 

image data is enormous. For example, the uncompressed 

TIFF file size for an 80-page 5.4”x7” book of “Little Bear 

at Work and at Play” (www.archive.org) scanned at 300 

dpi is 416 MB. After our autocropping it still stands at 

328 MB (with a 21% reduction). A file of this size is 

certainly inconvenient to download and store. Djvu is an 

image compression technology developed at AT&T Labs 

[2]. Although its compression performance is impressive, 

the file format is not widely supported. We have 

developed a new compound document image 

compression technique using the popular PDF file format. 

A page image is decomposed into three layers using our 

text extraction algorithm [3] and each layer is compressed 

with appropriate method supported by PDF.  With the 

PDF 1.5 support we can achieve compression and quality 

comparable to Djvu. 

An electronic file is not a true e-book if it does not 

support content search.  Towards this end, we utilized an 

off-the-shelf OCR engine, and developed an algorithm 

that automatically extracts the table-of-content (TOC) and 

links it to individual chapters or articles.  This feature 

significantly facilitates online reading.  
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The flowchart for the processing pipeline is shown in 

Figure 1. The remainder of this paper is organized as 

follows. Section 2 describes the technical details of the 

image enhancement components. Section 3 presents our 

compound document image compression scheme. Section 

4 is devoted to the extraction of TOC and linking. In 

Section 5 some results are presented and discussed. 

Finally we draw conclusions in Section 6. 

2. Image enhancement 

The goal of the image enhancement is to improve the 

quality of e-books for easy reading and high quality 

printing. In this section, we will address the issues of 

page cropping and de-skewing, color correction and 

contrast enhancement. For most situations, a completely 

automatic processing is preferred in order to reduce the 

cost associated with human labor and increase 

throughput. This usually means less aggressive 

approaches to avoid catastrophic failures. The automatic 

algorithms are presented in the subsections 2.1 and 2.2.  

However, in some situations where either the labor cost is 

not a major issue or the book quality is of paramount 

concern, a semi-automatic approach with operator 

feedback allows a very aggressive enhancement strategy. 

In subsection 2.3 we discuss a method based on zoning 

analysis with quality assurance. 

2.1 Auto-cropping and de-skewing 

In cropping and de-skewing a collection of scanned 

page images from one book, we make several 

assumptions: 1) all of the original physical pages are of 

the same dimension, and 2) the geometric distortion of 

the page boundary due to imaging process is insignificant 

such that they remain mostly rectangular, 3) the pages are 

scanned in consecutive order and the binding side (left or 

right) is known or can be estimated.  

First, the page dimension (width and height) for the 

book is estimated from a number of pages by locating 

page boundaries and finding the median width and height 

of the detected rectangles. We rely on two methods to 

locate the page boundary: 1) Line growing from a 

rectangular content region, 2) Direct detection of 

rectangular page boundaries.  

The first method relies on the assumption that the page 

content is a rectangular region. The detection of the 

content region is done by binarizing the luminance image 

using a global threshold [4], grouping the foreground 

(black) pixels by a horizontal and vertical smearing [5] 

and keeping the largest connected component.  The 

minimum bounding rectangle (not necessarily aligned to 

image boundary) of the content region is then found. 

Whether the content region is rectangular is determined 

by the distances between the bounding rectangle and the 

outer contour of the region. If the content region is 

deemed rectangular, the four lines of the minimum 

bounding rectangle are moved outwards independently 

until the number of edge pixels it encountered at a 

position exceeds a threshold. If the page content is 

deemed non-rectangular, we resort to the second method. 

The second method is based on the observation that page 

borders are straight lines with perceivable contrast. Our 

line detector consists of edge detection followed by the 

Gradient Weighted Hough Transform [6]. Canny detector 

[7] and the max weighted component gradient [8] are 

used to detect edges from grayscale and color images, 

respectively. The page rectangle is selected among all 

possible candidate rectangles according to the 

completeness of four sides and four corners as well as 

encompassed area. The advantage of the first method is 

that it catches the skew angle of the page content. 

However it will fail on pages of empty or irregular 

content. The second method is more reliable in detecting 

page boundaries. However for pages whose content do 

not align to their boundary de-skew based on page 

boundary may not achieve the best result.  

It should be pointed out that even though the detection 

of page rectangle may fail on some pages at this stage a 

reliable and accurate estimation of the page dimension 

can still be made from a fairly large number (e.g. 30) of 

detected rectangles by simply finding the medians of their 

widths and heights.  

The association of the binding side (left/right) with 

page number (odd/even) is determined based on the 

observation that the area outside the non-binding side 

usually appears very dark. Therefore, it is determined by 

comparing average luminance values of fixed strips on 

the left and right sides of the images.  
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Figure 1. The flowchart of the book re-mastering pipeline. 
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The actual cropping and de-skewing take place 

afterwards utilizing the information of the page 

dimension and the binding side, which significantly 

increases the accuracy and detection of page rectangles. 

For example, by knowing page width and height the page 

border may be determined accurately even if one of 

horizontal or vertical borders is undetectable. One such 

an example is shown in Figure 2. The information of the 

binding side is crucial in identifying the correct page 

boundaries from possibly multiple lines attributed to 

other pages.   

2.2 Color cast removal and contrast enhancement 

It is common that old book pages have a yellowish 

color cast. One way to remove the color cast is to apply a 

white balancing algorithm. In particular we adopt a white 

patch algorithm that divides the image into grids and find 

the patch with the highest average luminance as the white 

point.  

In many cases it is desirable to further enhance the 

contrast. A simple method is to find the tonal range of the 

page content and stretch it to the full dynamic range of 0 

to 255. The tonal range may be determined by finding the 

two peaks at the two ends of the luminance histogram. 

The main difficulty is to distinguish a small peak caused 

by noise from one contributed by a few text characters 

due to the global nature of the histogram.  Our approach 

is to utilize the text detection result needed for the 

compression. We collect three histograms: the histogram 

khist of all the “black” text pixels that are darker than 

their neighbors, the histogram whist of all the “white” text 

pixels that are lighter than their neighbors and the global 

all pixel histogram yhist.  If the pixel count of khist is 

above a threshold, the black point is determined by the 

peak of the lowest luminance. Otherwise we fall back to 

the global histogram yhist to find the peak of the lowest 

luminance. Similarly, if the pixel count of whist is above 

a threshold, the white point is determined by the peak of 

the highest luminance. Otherwise we fall back to the 

global histogram yhist to find the peak of the highest 

luminance. Figure 3 shows an example of the color cast 

removal and the contrast stretching. 

2.3 A semi-automatic approach based on zoning 

analysis with quality assurance

With this approach page segmentation is performed 

followed by a zoning-analysis that classifies the type of 

each region as text, drawing or photograph. With 

polygonal region boundaries this is powerful enough to 

handle many complicated page contents. The problem has 

been widely studied and is still an active research area.  

Most books we encountered have a simple layout and 

can be divided into non-overlapping regions of the three 

simple types. With the zoning analysis, specific 

enhancement measures may be applied to different 

regions. For example, background regions may be reset to 

pure white and very aggressive contrast enhancement 

may be applied to text regions. Obviously any error in 

region boundaries and their type classification could 

result in unacceptable artifacts and thus require an 

effective quality assurance.  To allow for corrections of 

any such errors, we have developed an effective and easy 

to use GUI (graphical user interface) as the last step of 

the quality assurance [9]. This GUI allows overlapping 

regions, complicated polygons and thus supports books 

with more difficult-to-automate formats. 

3. Compound image compression in PDF

An effective approach for compound document image 

compression is to separate the image into three layers of 

text/mask, foreground (for text color) and background 

(for non-text pixels) and apply the best compression 

methods for each layer separately [2]. The key is the 

(a) (b) 

Figure 2. An example of auto-cropping and de-skewing.  

(a) The original scanned page, (b) Auto-cropped and de-

skewed page with pixels extended to the left border.

Figure 3. An example of color cast removal and contrast 

enhancement. The image on the left is the original. On the 

middle is the image after color cast removal. On the right is 

after color cast removal and contrast enhancement. 
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detection of text from possibly very complex background. 

We developed an edge-based text detection method based 

on two characteristics usually associated with a text 

character: 1) the interior pixels are of a uniform color, 2) 

a closed boundary with strong gradient. For details, refer 

to [3]. 

Another very important issue is the file format for the 

compressed e-books. We chose Adobe® PDF (Portable 

Document Format) based on several considerations: 1) 

PDF format readily supports the rendering of the three-

layer image via scaling, image overlay and image 

masking, 2) PDF 1.3 supports JPEG and CCITT G4 

compression methods, and PDF 1.5 supports JPEG2000 

and JBIG2 compression methods. The later two 

compression methods are technically on a par with the 

wavelet coder and JB2 used by Djvu, and 3) PDF is 

widely supported and provides many attractive features 

such as “Read Out Loud” text-to-speech functionality and 

linearized version for fast online viewing.  

With the “three-layer PDF” compression scheme, a 

compressed image in PDF format consists three layers: 1) 

the binary text/mask layer maintains scan resolution, 

normally 300 dpi and is losslessly compressed using G4 

or JBIG2; 2) the foreground text color (RGB or 

grayscale) is downsampled to 50 dpi and compressed 

with JPEG or JPEG2000; 3) the background layer (RGB 

color or grayscale) is downsampled to 100 dpi and 

compressed with JPEG or JPEG2000. The background 

layer is written first. The binary text/mask layer is written 

next with the entry of “/ImageMask” set to true. The 

foreground layer is written last with the entry of “/mask” 

pointed to the object of the text layer. Figure 4 illustrates 

the layer separation and compression scheme. 

A scientific evaluation of the compression 

performance requires both objective and subjective 

measurements on a large corpus of documents and we 

have not yet done so. For demonstration purpose, we list 

below the file sizes of two representative documents 

using various compression techniques:  

Table 1. File size comparison 

File Size (KB) 

Format One

Image1
One

Book2

Uncompressed TIFF 25,245  

JPEG  1,035,351 

Three-layer PDF (JPEG/G4) 162 32,653 

Three-layer PDF (JPEG2K/JBIG2) 98 23,132 

Djvu 83 11,488 

1. The image shown in Figure 4, 2550x3300 resolution. 

2. “Tortures et tourments des martyrs chrétiens”, 345 images, 

2104x3180 resolution, downloaded from www.archive.org

4. Extraction of TOC and linking 

An off-the-shelf Abbyy OCR Engine [10] is used to 

recognize text content. The OCR engine directly operates 

on the cropped/de-skewed images. The recognized text is 

embedded into the PDF file through proper position 

mapping. The collection we are processing contains 

books of multiple languages. By reading the 

accompanying metadata for each book, the system 

informs the OCR component to select the proper 

language(s). If the language used in a book is not 

supported, no OCR will be performed. 

With the OCR results, we further facilitate online 

reading by automatically extracting the table-of-content 

(TOC) and linking it to individual chapters or articles 

[11]. The idea is that most books have a TOC with some 

text such as article names and author names, and these 

texts will also appear on the title pages of individual 

chapters/articles. The algorithm matches the text in the 

TOC with the text in non-TOC pages. The detected good 

matches provide good indicators on which pages belong 

to TOC and where individual chapters/articles start. We 

utilize dynamic tree-structured dictionaries and 

directional graphs to make the algorithm more efficient.  

In addition, multiple sources of information are fused 

together. We take into account other factors such as page 

numbers, font size, and alphabet cases. Because this 

Figure 4. An illustration of the three-layer compression in PDF. 

Background layer

100 dpi 

JPEG / JPEG2000 

Foreground layer 

50 dpi 

JPEG / JPEG2000 

Text/mask layer, 300 dpi 

G4 / JBIG2 
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