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Recently, there has been a great deal of interest in the de-
velopment of techniques to evaluate path expressions over
collections of XML documents. In general, these path ex-
pressions contain both structural and keyword components.
Several methods have been proposed for processing path
expressions over graph/tree-structured XML data. These
methods can be classified into two broad classes. The first
involves graph traversal where the input query is evaluated
by traversing the data graph or some compressed represen-
tation. The other class involves information-retrieval style
processing using inverted lists. In this framework, struc-
ture indexes have been proposed to be used as a substitute
for graph traversal. These structure indexes are proven to
be very effective when applied to queries that examine the
“coarse” structure of documents. For example, for many
documents, a query //section/figure/title would be evalu-
ated very efficiently by a structure index. Unfortunately, the
structure indexing approach is much less successful when
we consider queries on “values” or text words in the doc-
uments. This is roughly because any summary that retains
enough detail to answer such queries has to be big (it has
to encode a lot of details about specific values), so running
queries over the summary will be no more efficient than run-
ning them over the original data. On the other hand, while
inverted list processing has proven very effective for key-
word searches in the information retrieval (IR) community,
when applied to path expression queries over XML docu-
ments they are less universally effective. The problem is
that evaluating a path may require many joins over large in-
verted lists, and these joins can be expensive. To the best of
our knowledge, no published literature addresses the prob-
lem of combining these two forms of auxiliary indexes.

This paper bridges this gap by proposing a strategy that
combines structure indexes and inverted lists and a query
evaluation algorithm for branching path expressions based
on this strategy. Our algorithm does not assume any specific
property of these indexes and is applicable for a wide range
of structure indexes and inverted list join algorithms. We
have implemented our approach in the Niagara native XML
data management system [3] and our experiments demon-
strate that we can derive substantial benefits by integrating

the two forms of indexes.

While finding all documents or elements that satisfy a
given path expression is a common use of path expression
querying, users who specify keyword-based IR queries typi-
cally want just the & most relevant answers. Several propos-
als have been made to incorporate the IR notion of relevance
to XML queries. As described in [2], XML search tasks can
be divided into Content-Only (CO) tasks where XML docu-
ments are searched only using keywords, and Content-and-
Structure (CAS) tasks where both structure and content is
queried.

In this paper, we focus on a subclass of CAS queries
consisting of simple path expressions. We study algorith-
mic issues in integrating structure indexes with inverted
lists for the evaluation of these queries, where we rank all
documents that match the query and return the top & doc-
uments in order of relevance. We allow a broad class of
relevance functions that covers the standard tf-idf notion of
ranking and propose instance-optimal methods of pushing
down top k computation by combining the forms of indexes.
Our approach is based on Fagin et al.’s Threshold Algo-
rithm (TA) [1]. Our setting poses novel challenges, since the
ranking function we allow is not necessarily monotonic [1].
Also, unlike TA which is a middleware algorithm, our focus
is on the database server where additional access paths are
available. This violates the assumptions under which TA
is shown to be instance optimal. We show that a structure
index can be used in conjunction with the ranked inverted
lists to design a new algorithm that is instance optimal even
in the presence of these access paths.
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